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Abstract

This paper uses data from one of the most important European stock markets and shows
that, in line with predictions from theoretical market microstructure, a small number
of latent factors captures most of the variation in stock specific order books. We show
that these order book commonalities are much stronger than liquidity commonality across
stocks. The result that bid and ask side as well as the visible and hidden parts of the
order book exhibit quite specific dynamics is interpreted as evidence that open order
book markets attract a heterogeneous trader population in terms of asset valuations and
impatience. Quantifying the informational content of the extracted factors with respect
to the evolution of the asset price we find that the factor information shares are highest
(about ten percent) for less frequently traded stocks. We also show that the informational

content of hidden orders is limited.
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1. Introduction

More and more trading venues throughout the world operate as open order book markets.
In those exchanges, liquidity is supplied voluntarily by market participants who provide an
inflow of limit buy and sell orders. Non-executed orders constitute the limit order book which
consists of distinct, sorted limit price-depth pairs. Since in a pure open order book market
the book is the single source of liquidity, identifying the factors that account for its variation
is of paramount interest for regulators, exchange operators and investors.

This paper studies commonalities of liquidity supply in a pure limit order book market.
We draw on results from microstructure theory that hint at the existence of common factors
which explain the inter-temporal variation of an order book. According to Glosten’s (1994)
seminal paper, limit order traders post orders with characteristics (price and volume) that
depend on the underlying asset value. In Glosten’s framework, limit order traders protect
themselves against the picking-off risk, i.e. adverse price changes in the value of the security.
Accordingly, a single latent factor - the underlying asset value - affects all price-depth pairs
displayed in the book. The papers by Parlour (1998) and Foucault, Kadan, and Kandel
(2003) suggest that another factor accounts for the variation of the order book: the mix
of patient and impatient traders. In their theoretical frameworks, just like in real world
trading systems, orders are executed according to time and price priorities. Traders thus
face a trade-off between the price improvement made possible by a limit order and faster
execution using a market order or an aggressive limit order which jumps ahead of the order
queue. Impatient traders incur higher waiting costs, hence they are more likely to post market
orders, or aggressive limit orders that improve the best quotes. Patient traders are ready to
provide liquidity using less aggressive limit orders away from the best quotes. Accordingly,
the shape of the order book depends on the mix of patient and impatient traders. This paper
aims to provide empirical evidence on the existence of commonalities in the order book. For

that purpose we address the following research agenda:

e [s there evidence that the price-depth pairs in a limit order book exhibit those com-
monalities suggested by microstructure theory? In other words, can liquidity supplied
in a limit order book be ‘summarized’ by a small number of latent factors, and if yes,

what is their specific role in explaining the variations of the book?



e The theoretical papers cited above implicitly assume some degree of symmetry between
the buy and sell sides of the order book. However, if agents with different liquidity needs,
asset valuations, and risk aversion place orders on both sides of the book, different factors
may explain the variation of the buy and sell sides of the order book. Accordingly, this
paper investigates whether ask and bid sides of the book feature the same commonalities.
In the same vein, since trader heterogeneity may be reflected in the use of visible or
hidden limit orders, we also analyze whether the visible and the hidden part of the order

book exhibit the same commonalities.

e Recent empirical papers (e.g. Cao, Hansch, and Wang (2004)) show that the limit order
book contains informational content with respect to the evolution of the fundamental
asset price. Relating our paper to this literature, we assess the informational content
of the extracted factors, especially the differences between small, less frequently traded
and large, actively traded stocks. In the same vein, we also quantify the informational

content of the hidden part of the book.

To a reader familiar with the recent literature on commonalities in market microstructure,
this research agenda may appear surprising. As a matter of fact, most of the previous work has
focussed on liquidity commonalities across stocks. Recent papers along this line of research
include Chordia, Roll, and Subrahmanyam (2001), Hasbrouck and Seppi (2001), Brockman
and Chung (2002), Hansch (2003), Bauer (2004), Coughenour and Saad (2004), Domowitz,
Hansch, and Wang (2005) and Kempf and Mayston (2006). In contrast, we focus on the
commonalities exhibited by price-depth pairs in stock specific order books. However, in order
to link this paper to the previous literature, we use the results of the stock specific analysis
and also quantify cross-sectional commonalities of liquidity.

Our empirical analysis is based on Frankfurt Stock Exchange (FSE) order book data from
the Xetra trading system. This unique dataset is particularly well suited for the analysis of
the present paper. The data contain the complete order books of the stocks constituting the
DAX30 index for a three months period in 2004.! Similar to Euronext, the other prominent

European trading system, Xetra is an automated auction system with an open limit order

!The DAX30 is a value weighted index of the thirty largest German stocks and one of the leading European
stock indexes, along with the French CAC and the British FTSE.



book.? There are no designated market makers for frequently traded stocks. Xetra is a pure
open limit order book market. In contrast to the NYSE or NASDAQ), the Xetra order book
does not compete with significant other purveyors of liquidity. Although a floor trading system
and some regional exchanges offer alternatives to the Xetra book, they only account for a small
amount (2% to 5%) of the total trading activity. Some of the stocks in our sample are also
cross-listed at foreign trading venues, most importantly at the NYSE. Daimler-Chrysler is the
most prominent example. However, compared to FSE/Xetra, the foreign trading volume is
quite small. The data used in the paper originate directly from the Xetra production system.
They include all necessary information to perform a real time reconstruction of the stock
specific order books over the sample period. Since the FSE itself uses these data for internal
and external reporting, the data quality is excellent.

The empirical methodology employed in this paper tries to keep things simple. Using
sequences of reconstructed real-time order books we compute price impacts which measure
the relative price per share increase (for a buyer initiated transaction) or decrease (for a seller
initiated transaction) when hypothetically trading a volume v at time ¢ against the book.
Accordingly, price impact curves monotonically increase (buy side) or decrease (sell side)
with the hypothetical trading volume. They represent a natural way to measure committed
liquidity supply in an open order book system. Performing a principal components analysis
(PCA) on the price impact data we extract orthogonal factors that account for the variation
of liquidity supply in an open order book.> The extracted factors and the factor weights are
then further analyzed to address the research agenda outlined above.

The main results can be summarized as follows: For diurnally adjusted price impacts, two
principal components already provide an explanatory power of more than 94% (in terms of
cumulative R?). This holds true for the ‘one-sided’ analysis, i.e. when the PCA is performed
separately for the buy and the sell side of the order book. Variations in the first principal
component shift the supply and demand curves while the second principal component rotates
the slope of the book. We show that bid and ask side of the book are driven by distinct,
albeit correlated factors. When performing PCAs on both sides of the book simultaneously,

four factors are needed to achieve a similar explanatory power as in the ”one-sided” analysis.

2The Xetra system also operates at the Dublin and Vienna stock exchanges and at the European Energy
Exchange.

3Like volatility and inside spreads, the price impact series exhibit a intra-day seasonal pattern (diurnality),
hence the price impact series are diurnally adjusted prior to performing the PCA.



Similarly, we show that the visible and hidden portions of the limit order book share some
common dynamics, but also exhibit clear idiosyncracies. We interpret these results as evidence
that an open order book market attracts a heterogeneous population of limit order traders
with different trading strategies, trading needs, and asset valuations. Our results also indicate
that while there is evidence of liquidity commonality across stocks, the total explanatory
power of the principal components is much smaller than for the stock specific analysis. Our
cross sectional commonality results are, however, broadly comparable to those reported in
Hasbrouck and Seppi (2001) and Bauer (2004).

The paper also shows that the information share attributable to the extracted factors
with respect to the long run evolution of the asset price is non-negligible. In other words,
shifts and rotations of the order book carry informational content. The information shares are
considerably different across stocks. While for the group of most actively traded stocks (which
are also the biggest in terms of market capitalization) we estimate an average information
share attributable to the extracted factors of about 5 percent, the number doubles for the
group of least frequently traded stocks. On the other hand, the hidden part of the book does
not carry economically significant informational content.

The remainder of the paper is organized as follows. Section 2 outlines the market struc-
ture and conducts a descriptive analysis of the data. In Section 3 we review the empirical
methodology. Sections 4.1 (one sided analysis), 4.2 (joint analysis of ask and bid side), 4.3
(joint analysis of visible and hidden book), and 4.4 (analysis of incremental price impacts) dis-
cuss the results of the principal component analysis performed on stock specific reconstructed
order books. Section 4.5 focusses on cross sectional commonalities. Section 4.6 sheds light on
the informational content of the extracted principal components. We conclude in Section 5

with a summary and an outlook for further research.

2. Market structure and order book liquidity measures

2.1. The Xetra order book

Xetra is an open order book system developed and maintained by the German Stock Ex-

change.* It operates since 1997 as the main trading platform for German blue chip stocks

1See Deutsche Borse AG (1999) for a detailed description of the Xetra system.



at the Frankfurt Stock Exchange. Between an opening and a closing call auction - and in-
terrupted by another mid-day call auction - trading is based on a continuous double auction
mechanism with automatic matching of orders based on rules of price and time priority. Dur-
ing pre- and post-trading hours it is possible to enter, revise and cancel orders, but order
executions are not conducted, even if possible. Trading hours extend from 9 a.m. CET to
5.30 p.m. CET. For the DAX30 stocks there are no designated market makers. Traders
can view the full order book, except hidden shares coming from so-called iceberg orders. An
iceberg order is similar to a limit order in that it has pre-specified limit price and volume.
The difference is that a portion of the volume is kept hidden from the other traders. The
visible portion of the iceberg order, called the ‘peak’, enjoys full price and time priorities as
any visible limit order. The hidden portion receives only price priority. All disclosed volumes
are executed first, even if those volumes entered the book after the iceberg order submission.
When a market order hits the hidden portion, a new portion of the iceberg order (equal to
the peak size) is revealed to the market participants and is granted time priority over subse-
quent order submissions. Consequently, a trader submitting a market order may receive an
unexpected price improvement if her market order is executed against a hidden order.

The Xetra trading protocol is comparable to the Euronext trading system (which, at
the time of this writing, encompasses the Amsterdam, Brussels, Lisbon and Paris stock ex-
changes). Xetra also shares many features with the trading system of the Hong Kong stock
exchange, which has been recently studied by Ahn and Cheung (1999), Brockman and Chung
(1999) and Ahn, Bae, and Chan (2001). A feature which makes the Xetra data especially
useful for the purpose of our study is that market orders exceeding the volume at the best
quote ‘walk up the book’. In other words, the system guarantees market orders immediate full
execution, at the cost of a worse price per share than the best quote. The liquidity measures
used in the present paper implicitly assume that such a ‘walk up the book’ is possible.

The German Stock Exchange granted us access to a database containing complete informa-
tion about Xetra order book events (entries, cancelations, revisions, expirations, partial-fills
and full-fills of market, limit, and iceberg orders) that occurred at the FSE during the first
three months of 2004 (January, 2nd - March, 31st). The data encompasses the 30 stocks
belonging to the DAX30 index. Based on the time stamped event based data we perform

a real time reconstruction of the order book sequences. Specifically, starting from an initial



set of non executed limit orders, we track each change in the order book implied by entry,
partial or full-fill, cancelation and expiration of market, limit, and iceberg orders.® The re-
sult is a sequence of order books, i.e. price-depth pairs which are sorted in price descending
(price ascending) order for the bid (ask) side. From these order book sequences, snapshots at
5-minute intervals during the continuous trading hours are taken. This results in 102 order
book snapshots per day. To account for the presence of iceberg orders, which are not fully
disclosed, we actually track two limit order book sequences. First, we have the visible order
book, which contains all limit orders as well as the visible portion of the iceberg orders. Sec-
ond, we reconstruct the complete order book that features all orders, including the hidden
portions.

Table 1 presents some descriptive characteristics of the data. One can see that liquidity
supply and demand is quite active. On average, 13,000 (11,000) non-marketable limit orders
per stock are submitted (canceled) per day. Implicit transaction costs are relatively small
with relative spreads ranging from 0.04% to 0.14%. On average, 2,100 trades per stock are
executed each day and 15.2% of these walk up the book (i.e. they are matched by standing
limit orders beyond the best bid and ask prices). We refer to those events as ‘aggressive

trades’.

2.2. Using price impacts to measure liquidity beyond the best quotes

Automated auction markets enforce price and time priority rules which govern the trading
process. This implies that the price impact of a buy (sell) market order is an increasing
(decreasing) function of the trade size. The available pre-trade liquidity of the book can be

characterized by the unit price for selling v shares at time ¢,

_ Zk bk,tvk,t
v

be(v) (1)

where v is the volume executed at k different unique bid prices by, ; with corresponding volumes
v+ standing in the limit order book at time ¢. The unit price a;(v) of a buy of size v at
time ¢t can be computed analogously. The unit prices b;(v) and a¢(v) can be computed for an

arbitrary range of volumes v. Liquidity supply in an order book can thus be characterized

5This is done by implementing the rules of the Xetra trading protocol in a GAUSS program. An exhaustive
battery of consistency checks showed that there were no errors during the reconstruction process.



at any given point at time ¢ by a grid of unit ask and bid prices conditional on the traded
volume v. Three transformations to the raw unit price series a;(v) and by(v) are needed to
make the data amenable for our empirical analysis.

First, the unit price series will be non-stationary, but our statistical methodology requires
stationary data input. We therefore consider a stationary transformation into ”price impacts”.
Price impacts capture the premium (discount) incurred by a buy (sell) market order trader
when the initiated transaction is executed against standing limit orders beyond the best

quotes. Specifically, bid price impacts are computed as: ©

bt(l) — bt(U)

bpulv) = be(1)

-100. (2)

Ask price impacts, ap;(v), are computed accordingly.

Second, to ensure comparability across stocks, we do not express the trade size v in number
of shares, but in euros. By construction, the larger a seller (buyer) initiated trade against
the book, the lower (higher) the per share price paid as the market order hits more and more
limit orders and is likely to walk up further in the book. For example, a bp;(100,000) = 1%
bid price impact means that the per share price the initiator of a 100,000 euros sell order at
time ¢ receives for each share sold is 1% lower than the price if the seller’s volume would be
smaller or equal to the depth at the best bid. When the trading volume v does not consume
all the shares available at the best price, the price impact is zero.

Third, we account for diurnality (intra-day seasonality) of the price impact series. Figure
4 shows that the intra-day pattern is characterized by high price impacts in the morning,
a stablization during the day, and a slight increase at the close. Adopting the standard
procedure in the recent empirical literature, we remove intra-day seasonality by subtracting
time-of-day (tod) means and divide by the time-of-day standard deviations. To compute tod
means and standard deviations the trading day is divided into thirty-minute bins. Specifically,

diurnally adjusted bid price impacts b?)t(v) are computed as

bpy(v) = (bp1(v) — bprod(v)) /std(bproa(v)), 3)

See Irvine, Benston, and Kandel (2000) and Gomber, Schweickert, and Theissen (2004) for a similar
measure of book liquidity. Note that in microstructure the term ’price impact’ is also used in a different
context. The difference of effective and realized spread is often also referred to as price impact.




where bp;oq(v) is the average and std(bpyq(v)) the standard deviation of the price impact in
the corresponding thirty minute time-of-day bin. An analogous formula is used to compute
diurnally adjusted ask price impacts.

We compute ask and bid price impacts for a grid of trade sizes v ranging from 10,000
euros to 500,000 euros, with an increment of 10,000 euros. This yields a total of 50 price
impacts for both the ask and bid sides. The choice of the minimum and maximum volumes is
based on the following rationale. We have computed (for the 30 stocks) the quantiles of the
market orders and marketable limit orders submitted during the time period under analysis.
These empirical results are summarized in Table 2 (we report results averaged across the 30
stocks). The median trade size (on average) is approximately equal to 23,000 euros and the
90% percentile is at 100,000 euros. While the 99% percentile is a bit larger than 300,000 euros,
the maximum traded volume is larger than 3 millions euros. The information conveyed by the
99% percentile indicates that extremely large volumes are almost never observed. Besides, it
is well known that traders strategically time their large orders, i.e. they enter large order when
liquidity is plentiful in the order book. Therefore, it seems not sensible consider extreme trade
sizes. A stock specific analysis reveals that this grid is adequate for all stocks in the sample.
In a previous version of this paper, we have considered a grid size ranging from 50,000 euros
to 2 million euros, with an increment of 50,000 euros. The results are qualitatively similar,
hence the analysis is robust to the choice of the grid size.

To further illustrate, Table 3 reports the average price impacts and standard deviations
for hypothetical trade sizes of 20,000 (small trade), 50,000 (medium trade), 100,000 (large
trade) and 500,000 euros (extremely large trade). For small and medium trades, the price
impacts are small (around 0.01% and 0.02% respectively). Even for relatively large trades,
the provision of liquidity is quite adequate: A 100,000-euro market order only incurred a
0.03% price impact. Extremely large orders, however, had to walk up the book extensively,
resulting in larger price impacts.

A key feature of the data is that we have information about both the visible and hidden
orders present in the book. This implies that, during the reconstruction process, we can keep
track of two order book sequences. The first only contains the shares visible to traders (the
‘visible’ order book), whereas the second also includes the hidden orders (the ‘complete order

book’). Consequently, three types of price impacts can be computed. We refer to visible price



impacts as those that results from an application of Equation (1) using only the visible book
depth, while complete price impacts are computed using the complete book, i.e. including
hidden volumes. The latter are, by definition, smaller than or equal to the former. Third, we
compute “hidden price impacts”. The hidden price impact measures the price improvement
brought about by the hidden part of the iceberg orders. Hidden price impacts are computed
as the difference between the price impact implied by the complete order book and the price

impact implied by the visible order book.

2.3. Time series properties of price impacts

The time series properties of the price impacts are remarkably similar for the 30 stocks in
our sample. Hence we present our results as holding ‘on average for all stocks’ and present
averages across stocks along with confidence bounds indicating the distribution across stocks.
For illustration purposes we also present the results for one single stock. For no particular
reason, except that it can be considered a ”typical” stock, we chose Bayer AG (ticker symbol
BAY), a company specialized in life sciences. Figure 1 presents the time series of 20,000-,
50,000-, 100,000~ and 500,000-euro ask price impacts for the Bayer stock. The price impacts
were computed using the complete order book. The time series look similar for both the bid
side price impacts and the price impacts computed from the visible book. Figure 1 and Table 3
indicate that small volume price impacts exhibit little persistence and a high dispersion index.
Figures 1 and 2 show that for relatively small volumes the price impacts exhibit only small
serial correlation, while the 500,000-euro price impacts are strongly autocorrelated. All series
show intra-day seasonality, although the diurnal pattern is less pronounced for the smallest
price impacts. Once diurnally adjusted, the series exhibit very similar dynamics, except
that there are no seasonal peaks left in the autocorrelograms (see Figure 3). Overall, these
results indicate that liquidity supply is far from being ‘static’ which corroborates previous
evidence reported by Ahn, Bae, and Chan (2001) and Biais, Hillion, and Spatt (1995) for the
Hong-Kong and Paris Bourse stock exchanges, respectively.

Table 5 reports the cross-correlations between the inside spread and the price impacts.
The first six rows of this table report the spread correlations with ask and bid price impacts for
volumes ranging from 20,000 to 500,000 euros. The reported correlations are very small from

an economic perspective. Indeed, they are often almost equal to zero, which suggests that the



inside spread exhibits other dynamics than the price impacts. This shows that the dynamics
of the full book liquidity (the focus of our work) is distinct from the near-the-best-quotes
liquidity. Table 5 reports correlations of the inside spread with the Xetra Liquidity Measure
(XLM), the official liquidity measure computed by the FSE (see Gomber, Schweickert, and
Theissen (2004)). The XLM is constructed in a similar way as our price impacts. However,
while we compute price impacts relative to the best bid or ask, the XLM standardizes volume-
dependent per share prices with respect to the the mid-quote (the average of best ask and
bid). The XLM thus captures, by construction, not only the variation of book liquidity supply
beyond the best quotes, but also that of the spread. Not surprisingly, the XLM is much more
correlated with the spread than the price impacts. The XLM is thus not well-suited for the
analysis of the dynamics of the book liquidity beyond the best quotes. Finally, the high cross-
correlations reported in Table 4 indicate that price impacts for different trade sizes indeed
display common dynamics. This result provides the springboard for the analysis in the next

section.

3. Modeling the order book using principal component analysis

Several statistical methodologies are at hand to study order book commonalities. In this
paper we employ a standard technique, principal component analysis (PCA).” This section
describes the PCA methodology in the context of order book modeling. A reader familiar
with the methodology can jump ahead to Section 4 and use this section as a reference for
notational details.

The data input for the PCA are the diurnally adjusted time series of price impacts ap,(v)
and %t(v). We compute these price impacts for a grid of N trading volumes and for a
sequence of T' equidistant order book snapshots during the three-month sample period. The
price impacts are collected in a T'x N matrix X such that each column of X contains a time
series sequence of price impacts computed for a given volume v. For a one-sided analysis the
columns are sorted by increasing v.

We also conduct a joint analysis on horizontally concatenated price impacts from both

sides of the book, and joined hidden and visible price impacts. Hence, we need a general

"In an earlier draft we have also conducted a dynamic factor analysis as advocated by Forni, Hallin, Lippi,
and Reichlin (2003). However, we found that for the context of the present paper the dynamic factor analysis
offers no additional benefit, but comes at the cost of a higher degree of complexity.

10



notation to indicate the column of the input data matrix. For that purpose, let z;; denote
the i-th column price impact at snapshot time ¢. The row index t = 1,...,T identifies the
time of the order book snapshots. Since PCA requires mean zero, one standard deviation

data input, the price impact data are standardized as follows:
2 = (@ — x;)/sdx;. (4)

x; and sdx; denote sample mean and standard deviation of column ¢, respectively. The
standardized price impacts z;; are collected in a T' x N matrix Z.
The standardized price impacts are expressed as a linear combination of N orthogonal

vectors, referred to as principal components,
Z=PW, (5)

where P = (F1,F2,...,FN) denotes a T' x N matrix containing the orthogonal principal
components (‘factors’), and W is a N x N matrix of weights. The i-th (i =1,..., N) column
of P is referred to as the i-th principal component, and denoted Fi = (Fiy, Fis, ..., Fir)'.8
The extraction of orthogonal principal components is achieved by computing the eigenvalues
and associated eigenvectors of the sample correlation matrix of standardized price impacts,
%Z/ Z. The columns of the weight matrix W containing these eigenvectors are arranged
in descending order of the associated eigenvalues. Finally, the principal components are
computed as P = ZW. The weights/eigenvectors in W provide the mapping between the
principal components and the price impact series. We will show below how an analysis of the
weight matrix W helps understand how the principal components ‘explain’ the variation of
the shape of the order book.

Ordering by decreasing eigenvalues implies that the first principal component, F'1, is the
one with the largest variance, i.e. it explains most of the variation in the price impacts.
The second principal component, F'2, has the second largest variance and explanatory power
and so forth. The explanatory power (referred to as cumulative R?) of the first n principal

components F1,F2,..., Fn can be computed by dividing the sum of the n first eigenvalues

8When the PCA is performed on ask and bid side price impacts, we denote the principal components F Ai
and F'Bi, respectively.

11



by the total sum of all N eigenvalues.

If the price impact series share common components (exhibit commonalities), then the
first n << N principal components will have a considerable explanatory power. The first
n principal components, collected in the 7' x n matrix P = (F1,F2,...,Fn), combined
with the weight matrix W) (which contains the first n columns of W) then feature enough
information to ‘rebuild’ the whole state of the order book at time ¢t. For that purpose we
first compute 7 = PMW® and then re-introduce the standard deviation and mean of each
column using the inverse transformation of Equation (4). This provides X , the reconstructed
price impacts matrix derived from the information provided by the first n principal compo-
nents. If the price impacts feature commonalities then the reconstructed price impact series
will be highly correlated with the observed price impacts. Provided that n is small, the PCA
can deliver a considerable reduction of complexity. In our application this would imply that

the variation of the order book can be explained by a small number of orthogonal factors.

4. Empirical evidence on order book commonalities: Results

and discussion

In this section we perform PCAs on stock specific price impact data, first on each side of the
book separately (Section 4.1), before performing joint PCAs for both the sides of the order
book (Section 4.2) and for visible and hidden impacts (Section 4.3). Incremental price impacts
are analyzed in Section 4.4. Cross sectional commonalities are investigated in Section 4.5.
Since the weight structure and the explanatory power of the significant principal components
are remarkably similar for all stocks, the tables and figures which document our results report
averages across stocks.” Whenever useful, we also report cross sectional standard deviations,

minima and maxima as well as confidence bounds.

4.1. One-sided analysis of commonalities in the order book

We start with the visible order book and perform a principal components analysis on the

diurnally adjusted price impact series using the grid of 50 volumes from v = 10,000 through

9Note that this does not imply that the order book of the 30 stocks are generated by the same factors.
Indeed, the factors for the 30 stocks are different, although they may share some common dynamics. We deal
with this issue in Section 4.5

12



500,000 euros. The PCA is conducted for ask and bid side price impacts separately. The
results reported in Table 6 show that the first two principal components explain (in terms
of cumulative R?) more than 94% of the variation in visible price impacts. This suggests a
choice of n = 2 principal components, a decision which is also supported by the low explana-
tory power of the third principal component (around 3%). There are only minor differences
between bid and ask side. Figure 5 depicts the weights of the first two principal components
for the bid and the ask side. The weights of the first principal component are positive and
approximately the same for volumes ranging from 100,000 to 500,000 euros. Weights decrease
by about 50% when v decreases from 100,000 euros to 10,000 euros. An increase in the first
principal component therefore produces an upward shift in the whole price impact curve,
which, however, affects the price impacts for volumes smaller than 100,000 euros to a lesser
extend. This is illustrated in the top panel of Figure 7 where we perform simulations using
the Bayer (BAY) PCA results as an example. Starting from a base scenario, we successively
increase and decrease the value of the first principal component and plot the change in the
whole range of price impacts. The top panel of Figure 7 shows how the ask side of the order
book shifts upwards (downwards) when the first principal component is increased (decreased).
It is clearly visible that the price impacts of large volumes v are more affected than the price
impacts of small volumes. The top panel of Figure 7 suggests referring to the first principal
component as ‘shift factor’ since it moves all price impacts in the same direction, albeit in
a non-linear fashion: An increase of the shift factor indicates that liquidity quality is mildly
reduced near the inside quotes, while beyond medium size trading volumes liquidity quality
deteriorates more sharply.

Figure 5 shows that the weights of the second principal component are negative for volumes
up to about 230,000 euros and positive for larger volumes. An increase in the second principal
component thus reduces the price impacts for smaller volumes, and increases those for large
volumes. This effect is illustrated in the bottom panel of Figure 7 where the ask side of the
Bayer order book is again used as an illustrative example. As before, we start from a base
scenario, increase and decrease the value of the second factor and plot the resulting price
impacts. Figure 7 shows that, as the second principal component is increased, the whole
ask side of the book rotates counterclockwise around a volume of about 230,000 euros. Price

impacts for low through medium volumes decrease, while price impacts increase for medium to
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very large volumes. Put differently, an increase (decrease) in the second principal component
indicates an improvement (deterioration) of liquidity quality for small to medium-volume
trades, while liquidity beyond medium-volume trades is negatively (positively) affected. It
seems natural to refer to the second principal component as ‘rotation factor’.

Figure 5 shows that the weight patterns are remarkably similar for both sides of the book.
We come back to this issue below when we investigate whether the ask and bid sides are
subject to the same dynamics. Additional results from PCAs performed on the complete
order book (including hidden price impacts) are presented in Table 6. The reported figures
for the explanatory power and the pattern of the weight structures (not reported) are very

close to what we find for the visible order book.

4.2. Joint analysis of ask and bid sides

The ‘one-sided’ analysis in the previous subsection revealed that the first two principal com-
ponents (shift and rotation factor) have a remarkable explanatory power for both sides of
the order book, and that the ask and bid side weight structures are quite similar. It could
therefore be conjectured that one would also need only two factors (one to account for the
shift and one for the rotation of the price impact curves) when performing a joint PCA using
the price impacts from sides of the book. However, the empirical results reported in Table 6
contradict this hypothesis. These results rather point to asymmetries in the order book.

The bottom panel of Table 6 reports the explanatory power of the first four principal
components extracted by the joint PCA. Averaged across stocks, the cumulative R? of the
first two principal components amounts to 82%, a considerable reduction compared to the
cumulative R? of 94% from the one-sided analysis. The explanatory power of the three first
principal components amounts to 88%, and it takes four principal components to reach a
cumulative R? of 94%. This suggests that different factors account for the variation of the
bid and ask side of the order book.

The interpretation of the four ‘joint’ principal components is not as clear-cut as in the
single sided PCA and warrants some further investigation. For that purpose we show in Table
6 that the explanatory power of the first two joint factors is quite similar to the explanatory
power of the first principal component (shift factor) from the one-sided analysis (about 82%).

This suggests that the one-sided shift factor captures the same dynamics as the first two
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principal components from the joint PCA. If this bears out, then price impacts reconstructed
from the shift factor should be closely correlated with price impacts reconstructed from the
first two joint principal components. An analogous reasoning can be applied with respect to
the one-sided rotation factor and the third and fourth principal components from the joint
PCA. Indeed, the correlations between the price impacts reconstructed from the shift factor
and the price impacts reconstructed from the first two joint factors are greater than 0.98 (for
all price impacts and all stocks, both for the bid or the ask side). This shows that the first
two factors from the joint PCA indeed capture the same order book variation as the shift
factor from the one-sided analysis. Similar results are obtained regarding the relation of the
one-sided rotation factor to the third and fourth principal components.

Further evidence on the asymmetries between the bid and ask sides of the book is provided
in Table 4. Here we report the cross-market side correlations of the raw price impacts for
different trade sizes. All correlations between the bid and ask side price impacts of the visible
book are smaller than 0.25. Furthermore, the cross-market side correlations between shift and
and rotation factor are small. Specifically, opposite market side shift factors are only weakly
correlated (about 0.13 averaged across all stocks), and the correlation between the opposite
side rotation factors is negligible. Ask side shift factor and the bid side rotation factor are
also only weakly correlated (about 0.07 on average). The same holds true for the correlation
of the bid side shift and ask side rotation factors.

As a matter of fact, the apparent heterogeneity of the buy and sell sides of the order
book is not surprising. In limit order markets like Xetra or Euronext, limit order traders
have no compelling reason to be simultaneously active on both sides of the market. An open
limit order market is in that respect quite different from a dealership system where dedicated
market makers have a binding obligation to supply liquidity for both ask and bid side in
order to maintain an orderly market. The classic inventory model of Stoll (1978) assumes
such a market structure. Stoll’s model implies symmetrical ask and bid side variations as the
dealer shifts her bid and ask prices simultaneously to manage her inventory position. Our
results indicate that an anonymous open order book market attracts heterogeneous liquidity
suppliers. The heterogeneity can refer to asset valuation, impatience and being informed
about the true asset value. In an analysis of the Reuters D2000-2 order book trading system

Danielsson and Payne (2001) reach the same conclusion.
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4.3. Commonalities of visible and hidden liquidity

In this section the issue of trader heterogeneity is further investigated by a study of com-
monalities between the visible and hidden liquidity contained in the order book. For that
purpose the PCAs are performed on horizontally concatenated data sets which contain both
visible and hidden ask price impacts. As described in Section 2.2, the hidden price impacts
capture the price improvements brought about by iceberg orders. The PCAs are performed
one-sided, i.e. separately for the buy and the sell side. As before, all price impacts are
diurnally adjusted.

Table 6 shows that four principal components are needed to achieve an explanatory power
comparable to the one-sided PCA performed on visible price impacts. While in the latter
application shift and rotation factor deliver a cumulative R? of about 94%, the explanatory
power of the first two principal components in the joint visible-hidden PCA is reduced to 80
% (averaged across stocks). We have to include the third and fourth principal components to
increase the cumulative R? to 94%.

Performing a separate PCA on the hidden price impacts only, the results are qualitatively
similar to the results for the visible book.!? Specifically, the first two principal components
explain more than 90% of the variation of the hidden price impacts, and the interpretation of
the first principal component as ‘shift factor’ and the second as ’rotation factor’ also applies.
Yet, the variation of the hidden part of the book is driven by other factors than the visible
part. The correlation between the (same side) hidden book shift factor and the visible book
shift factor is weak, about 0.21 (cross stock averages). The correlation between the visible and
hidden rotation factor is about the same size. The trader heterogeneity story of the previous

subsection thus extends to the provision of visible and hidden liquidity.

4.4. Commonalities in incremental price impacts

The analysis in Section 4.1 focused on the price impacts in levels. However, price impacts
for two volumes are, by construction, correlated. For example, the ask price impact of a
v = 10,000 euros trade and the ask price impact of a 11,000 euros trade share the price
impact of the first 10,000 euros. To check the robustness of our conclusions we therefore

check whether price impact differences exhibit the same commonalities. For that purpose we

1076 conserve space, we do not report tables with the results of this analysis.

16



compute the differences of two adjacent price impacts and perform the PCA on these data.
For example, the price impact difference at 20,000 euros is computed as the price impact
at 20,000 euros less the price impact at 10,000 euros. These price impact differences are
constructed for all volumes in the grid up to 500,000 euros. The principal component analysis
of the previous sections is then performed on price impact differences for the visible, complete
and hidden order books. The PCA results are presented in Table 7. They show that the
conclusions of Sections 4.1, 4.2 and 4.3 extend to price impact differences, too. Although
the explanatory power of the first two principal components extracted from one-sided PCAs
(67% - 70%) is lower than for the level analysis, it is still remarkable and shows that price
impact differences, too, exhibit strong commonalities. The weights for the first and second
principal components are depicted in Figure 6. This is the counterpart of Figure 5 which
shows the level price impact results. The plots are very similar, such that the interpretation
of the first two principal components as shift and rotation factors also applies to price impact

increments.

4.5. Cross-sectional commonalities

As mentioned in the introduction, the analysis performed in the previous subsections is quite
different from the ‘usual’ commonality analysis studied in the market microstructure litera-
ture. Hasbrouck and Seppi (2001) and Coughenour and Saad (2004) (for the NYSE), and
more recently Hansch (2003), Bauer (2004) and Kempf and Mayston (2006) (for automated
auction markets) use PCAs to study liquidity commonalities across stocks. In order to link
our paper to that literature, this section performs a cross sectional principal component anal-
ysis of liquidity-related variables for the 30 stocks in our sample. To perform an analysis
along the lines of Hasbrouck and Seppi (2001) one has to select a single liquidity variable
per stock upon which the the cross sectional PCA can be performed. In Table 8 we reports
the results for a whole set of alternative liquidity indicators. It is convenient to draw on the
stock specific results obtained before, and to use the previously extracted ask and bid side
shift and rotation factors. These are obtained from one-sided principal components analysis
of the visible price impacts (Section 4.1). As discussed above, the first two PCA extracted
factors summarize stock specific variations of liquidity, and thus are obvious choices to study

commonalities across stocks. We also use the ask side price impacts for 10,000 euros and
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100,000 euros trades. By performing the PCAs on price impacts for two specific trade sizes,
we check whether there is more commonality within similar sections of the book across stocks
than for the whole book. Finally, we also use the inside spread and the best ask depth (in-
cluding hidden liquidity). While the PCAs performed on shift and rotation factors and the
price impacts deliver information about commonalities in book liquidity (i.e. liquidity supply
for aggressive trades), the cross sectional PCAs performed on the inside spread and best ask
depth help measure the amount of commonality in the provision of liquidity at the best quotes
(for small trades).

Table 8 shows that there is obviously much less commonality across stocks than in the
books for individual stocks. Choosing the ask side shift factor as liquidity indicator, the
cross-sectional commonality is around 18% (cumulative R? of the first three principal compo-
nents). Using the ask side rotation factor commonality measured in the same way amounts to
13%. The cross-sectional analysis of the order book variables (ask 10,000 euros and 100,000
euros price impacts as well as spread) broadly yields the same results. We find almost no
commonality for the best ask depth. The results are similar for the bid side.

These results show that cross sectional liquidity commonality is much smaller than com-
monality in stock specific order books. Our cross sectional results are, however, broadly
comparable with those in Hasbrouck and Seppi (2001) who report about 30% explanatory
power for the first three principal components in their cross sectional commonality study. In
a more recent study Bauer (2004) reports about 25% commonality for the Swiss stock market,
which also operates as an open order book market. The result that stocks traded in open
order book systems exhibit less commonality in liquidity is a result that warrants further

analysis.

4.6. The informational content of the factors

In this section we address the following questions: Can the previously identified principal
components help explain long-run movements of the fundamental asset price proxied by the
mid-quote? In the affirmative, which of the principal components (the shift factor or the rota-
tion factor) is the most informative? Does the hidden portion of the book provide information
beyond what is already contained in the visible book?

Ours is not the first attempt to address those issues. As a matter of fact this section
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provides, from a different methodological angle, a contribution to a growing empirical liter-
ature focusing on the informational content of the order book (Pardo and Pascual (2004);
Cao, Hansch, and Wang (2004); Naes and Skjeltorp (2005)). In this paper we address these
questions using a standard time series methodology. The basic idea is to estimate a vector
autoregressive (VAR) system that contains the mid-quote change and the principal compo-
nents as endogenous variables. We then analyze the long-run mean square forecast error of
the mid-quote change. This variance decomposition gives the proportions of the movements
of the mid-quote changes attributable to the principal components. In finance the resulting
variance shares are often referred to as information shares, Hasbrouck (1991) is the classic
reference.!!

In order to assign variance shares to the orthogonal innovations of each endogenous vari-
able, the contemporaneous correlation of the innovations of the VAR must be disentangled.
The standard solution is to perform a Cholesky decomposition of the covariance matrix of
the estimated VAR residuals.'> Depending on the degree of contemporaneous correlation,
a change in the Cholesky ordering will result in different information shares. To assess the
sensitivity of our results we thus vary the ordering of mid-quote change and principal compo-
nents. One ordering places the mid-quote change first, which amounts to assuming that the
shape of the book does not contemporaneously affect the mid-quote. This ordering tends to
reduce the information share assigned to the principal components. Alternatively, we place
the mid-quote last and put the principal components first. This tends to increase the infor-
mation share of the factors. The alternative orderings provide upper and lower bounds of the
informational content of the factors. We also vary the ordering of the principal components
by interchanging the position of shift and the rotation factor.

We focus on two VAR specifications. In the first, the endogenous variables are the shift
and rotation factors obtained from separate stock specific PCAs performed on ask and bid side
visible price impacts. We refer to this specification as the ‘visible factor VAR’. The second
VAR includes the factors extracted from a PCA performed on both visible price impacts and

incremental hidden price impacts. This specification - which we refer to as ‘visible and hidden

'We assume that the reader is familiar with the basics of structural VAR analysis and innovation accounting
via long run MSE decompositions. Chapter 11 in Hamilton (1994) provides a lucid review of the methodology.

12This amounts to assuming a hierarchical ordering of the endogenous variables in which the variable or-
dered first is not contemporaneously affected by the others. The variable ordered second is assumed to be
contemporaneously affected only by the variable ordered first and so on.
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factor VAR’ - includes the first four principal components (for the ask and bid side) along
with the mid-quote change as endogenous variables.

For each stock the reduced form VARs are estimated equation by equation by OLS.
Information criteria suggest a VAR lag order equal to two. The variance decomposition focuses
on the 15-step-ahead forecast error of the mid-quote change.'® Consistent with similar market
microstructure papers that use time series models (Chan (2005); Giot and Grammig (2006)),
previous day information is not allowed to affect the present day. Observations involving
overnight mid-quote changes are excluded. Furthermore, if the lags of the VAR equations

reach back to the previous day, then these lagged values are substituted by sample means.

4.6.1. Visible factor VAR

Table 9 contains the results for the ‘visible factor VAR’. The table reports the information
shares (averaged over the thirty stocks) and the corresponding cross-sectional standard devi-
ations. The results show that the shift and rotation factors have informational content with
respect to the long-run movements of the mid-quote. Averaged over the four Cholesky order-
ings, the aggregated information share of the principal components amounts to 7.5%. It is
not surprising that the own information share of the mid-quote innovations dominates. The
innovations in the structural equation for the mid-quote change account for new public and
private information brought about by trades occurring within the five-minute sampling inter-
val as well as non-informationally related microstructure effects like inventory accounting and
rounding errors.!* Beyond the ‘own information share’ effect, we can nevertheless conclude
that the shape of the order book contains additional informational content with respect to
the long-run movements of the asset price.!®

When the information shares of the first principal components are compared, the results
in Table 9 suggest that the shift factor is more informative than the rotation factor. However,

the cross-sectional standard deviations of the variance shares are quite large. This indicates

that studying on a finer aggregation level may be warranted. For that purpose, Table 10

13The convergence of the variance of the forecast error to its unconditional variance is actually faster. For
most stocks decomposing the 5-step-ahead forecast yields virtually the same results.

M These microstructure effects should not matter to a large extent. In Xetra there are no dedicated market
makers who have to carry involuntary inventory. Furthermore the minimum tick size is just one euro cent.

151n a related paper for the Australian Stock Exchange, Cao, Hansch, and Wang (2004) argue that the infor-
mation share of the book beyond the best quotes amounts to 30%. However, their econometric methodology
is different as they estimate a cointegrated system for the share prices (and not relative price impacts).
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reports cross-sectional averages and standard deviations for stocks grouped by trading activity.
Specifically, we sort the 30 stocks into four trading activity quartiles. Trading activity is
measured in average number of trades per day. The results show a more differentiated picture.
First, the information share of the principal components is higher for less actively traded
stocks. The total variance share of the factors (averaged across orderings) amounts to 9.9% for
the group of least frequently traded stocks, while for the actively traded stocks (first quartile)
the average variance share is 5.3%. The aggregated information shares for the second quartile
(average 6.4%) and third quartile (average 7.4%) are in between. This suggests that the
informational content of the book is higher for less actively traded stocks. This is consistent
with recent evidence documented by Naes and Skjeltorp (2005), who focus on the trading
volume - volatility relationship in order book markets. They show that this relationship is
shaped by the fact there is more disagreement regarding the future earnings of small-cap
stocks (than large-cap stocks). As a result, order books tend to be more informative for less
actively stocks than for large stocks.

In the same vein, the proportion of information shares attributable to the shifts and ro-
tations of the book is different for actively and less actively traded stocks. Table 10 shows
that, for the group of actively traded stocks, the shift factor accounts for 88% of the total
information share attributable to the principal components (sum of ask and bid side informa-
tion shares averaged across the orderings). However, for the least active quartile, rotations
of the order book are relatively more informative: the rotation factor accounts for 57% of
the aggregated information share attributable to the principal components (again sum of ask
and bid side shares averaged across orderings). The second activity quartile is similar to the
most active quartile with the shift factor accounting for 85% of the total information share.
For the third activity quartile, the information shares are more balanced (55% for the shift
factor, 45% for the rotation factor). The result that the slope of the order book (determined
by the rotation factor) is more informative for less actively traded stocks again corroborates

the findings in Naes and Skjeltorp (2005).

4.6.2. Visible and hidden factor VAR results

In order to assess the informational content of the hidden orders, we now turn to the ‘visible

and hidden factor VAR’. In this case, we use the first four ask and bid side principal com-
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ponents obtained from PCAs performed on visible price impacts and the incremental price
impacts brought about by hidden orders. As discussed in the previous section, the first two of
the four factors assume the role of shifting the price impact curve, while the third and fourth
factors account for the change of the slope of the price impact curve. Table 11 confirms the
results reported for the ‘visible factors VAR’ in that the total information share of the prin-
cipal components is higher for less actively traded stocks. Furthermore, as discussed above,
we find that for actively traded stocks shifts of the order book seem more informative. For
less frequently traded stocks, a rotation of the book slope carries more informational content.
However, the information share of all (eight) principal components combined is not substan-
tially increased compared to the ‘visible factors’ specification. Averaged across orderings, the
aggregated variance share attributable to the principal components increases from 5.3% to
6.3% for the most active quartile and from 9.9% to 10.7% for the least actively traded quartile.
For the other two quartiles the results are similar (from 6.4% to 7.6% for the second quartile
and from 7.4% to 8.3% for the third quartile). This suggests that hidden orders contain
some informational content in excess of shifts and rotations of the visible book, but that the
majority of the informational content is already accounted for by the visible factors. This is
in agreement with De Winne and D’Hondt (2005). Using a different empirical methodology
and Euronext order book data, they conclude that hidden orders are not related to informed

trading.

5. Conclusion

This paper was motivated by theoretical models which suggest that a small set of latent
factors accounts for the variation of liquidity in an order book. Put in statistical terms,
microstructure theory hints at the existence of order book commonalities. The recent avail-
ability of order book data called for an empirical investigation of this issue. To conduct such
an analysis, we have used high quality order book data from one of the largest European stock
markets, more precisely reconstructed limit order book sequences for the thirty German blue
chip stocks that constitute the DAX30 index. By performing principal components analy-
sis on the reconstructed order books we investigated the heterogeneity liquidity suppliers.
The stock specific analysis was augmented by a more traditional cross sectional analysis of

liquidity commonalities. Finally, we have also quantified the informational content of the ex-
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tracted factors, as well as that of the hidden liquidity. The following findings are of particular
importance:

First, two principal components already provide a considerable explanatory power to
account for the inter-temporal variation of stock specific order books. This holds true for
‘one-sided’ analysis, i.e. when the principal component analysis is performed separately for
the buy and the sell side of the order book. We showed that the two extracted factors have
clearly identified purposes: Variations in the first principal component account for nonlinear
shifts of the liquidity supply curves, while the second principal component rotates the slope
of the price impact curves.

Second, the paper showed that bid and ask side of the book on the one hand, and visible
and hidden portions of liquidity on the other, are driven by distinct, albeit correlated factors.
We interpret this as evidence that an open order book market attracts a heterogeneous pop-
ulation of limit order traders, with heterogeneity referring to asset valuation, impatience and
being informed about the true asset value.

Third, and in line with previous findings, we also found evidence of liquidity commonality
across stocks. However, the total explanatory power of the principal components is consider-
ably smaller than in the stock specific analysis. Our cross sectional commonality results are,
however, broadly comparable to those reported in Hasbrouck and Seppi (2001) and Bauer
(2004).

Fourth, we showed by means of a VAR analysis that the information share attributable to
the extracted factors with respect to the long run evolution of the asset price is non-negligible.
The information shares have a considerably cross sectional variation, but a clear pattern is
discernible. While for the group of least frequently traded stocks, we estimated an information
share of the principal components of about ten percent, the information share for the group
of most actively traded stocks is only half the size.

Fifth, extending the VAR analysis to account for the hidden liquidity factors we found
that the hidden part of the book does not have economically significant informational content.

Avenues for further research stretch in various directions. The heterogeneity of limit
order traders is clearly an issue that warrants further investigation. By means of a bivariate
GARCH model one could investigate the time series properties of cross-side correlations of

price impacts and their determinants. The small-big stock analysis also calls for further
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research. What is the economic story behind the result that for less frequently traded stocks
changes in the slope of the book seem more informative, while for actively traded stocks it
is the shift of the price impact curves that conveys informational content? Furthermore, an
analysis along the lines of Gomber, Schweickert, and Theissen (2004) could investigate the
effect of volatility and liquidity demand shocks (large trades hitting one side of the market)
on the shift and rotation factor, thereby providing a description how the order book shape
responds towards liquidity demand shocks. Finally, the VAR analysis conducted in this paper
could be extended to study the dynamics of various dimensions of liquidity supply. Besides
the shift and rotation factors one could include the inside spread as an endogenous variable

and study the dynamics of inside spread and beyond best quote book liquidity.
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Table 1: Characteristics of the DAX30 stocks.

Ticker Company Name Daily ~ Market cap Trade % agg Daily nb Daily nb Daily nb Price Spread Spread
Turnover (mill.) size trades trades subm. cancel. %
350627866 34858 8884 5.0 5 14498 11009  15. 0.0 0.0
SIE SIEMENS 321704299 52893 72831 16.7 4418 23659 19920 64.0 0.03  0.05
DBK DEUTSCHE BANK 309282831 38228 78083 19.3 3961 23169 19772 672 0.03 0.05
ALV ALLIANZ 289980556 33805 64114 214 4523 29791 25882 100.1 0.05  0.05
MUV2 MUENCHENER RUECK 207353230 16396 60534 20.7 3425 20154 16894 93.9 0.06  0.06
DCX DAIMLER CHRYSLER 187737846 30316 56736 14.5 3309 18722 15919 36.4 0.02  0.06
SAP  SAP 184628162 27412 65795 21.9 2806 19733 17095 131.5 0.08  0.06
EOA E.ON 160625983 33753 55950 13.6 2871 18899 16468 52.5 0.03  0.06
IFX  INFINEON 146462315 4790 52331 8.6 2799 10320 7744 11.6 0.01  0.10
BAS BASF 124434537 25425 48236 13.8 2580 18211 15898 43.3 0.03  0.06
VOW VOLKSWAGEN 104249843 9688 40963 16.0 2545 13474 11273  39.2 0.03  0.07
HVM BAY .HYPO-VEREINSBK. 98351090 6629 50783 15.0 1937 10204 8293 187 0.02 0.11
RWE RWE 97655566 12653 42203 13.0 2314 14438 12355 33.8 0.03  0.08
BAY BAYER 88776121 15911 36994 124 2400 15258 12988 23.1 0.02  0.08
BMW BMW 87854358 12211 41639 144 2110 14736 12764 347 0.02  0.07
CBK COMMERZBANK 53171668 7569 36659 12.6 1450 11922 10476 154 0.02  0.11
SCH SCHERING 51413053 7055 33756 16.2 1523 9111 7669  40.8 0.04  0.09
LHA LUFTHANSA 43946809 4548 32504 11.9 1352 8079 6780 14.2 0.02  0.12
DPW DEUTSCHE POST 43836617 6806 33330 11.0 1315 6861 5666  18.2 0.02  0.11
MEO METRO 38874669 5018 31480 15.7 1235 7975 6702 35.0 0.04 0.12
TKA THYSSEN KRUPP 37892493 6450 30017 11.3 1262 7864 6672 159 0.02 0.13
DB1 DEUTSCHE BOERSE 35696903 4847 36359 18.4 982 6598 5698  46.9 0.04  0.10
ADS ADIDAS-SALOMON 31976047 4104 32635 20.1 980 8057 7106 92.6 0.08  0.09
ALT ALTANA 30985416 3338 28310 18.9 1095 7718 6609 48.6 0.05  0.10
MAN MAN 27685031 2434 26189 13.0 1057 7214 6235 27.7 0.03 0.12
TUI  TUI 26281175 2025 24723 17.6 1063 6767 5714 18.7 0.03 0.14
CONT CONTINENTAL 25627638 4060 255674 13.5 1002 8036 7052  31.6 0.04 0.11
LIN  LINDE 22378772 3448 24971 15.8 896 8342 7454  43.6 0.05  0.11
HEN3 HENKEL 18174548 3682 25904 16.6 702 7989 7306 659 0.07  0.10
FME FRESENIUS MEDICAL CARE 12850947 1944 20680 16.7 621 5764 5195 54.0 0.07 0.13
Average 108683880 14076 42972 15.2 2099 12785 10887 44,5 0.04 0.09

Characteristics of the stocks included in the DAX30 index. For each stock, Market cap is the market capitalization in million euros at the end of December
2003, Trade size is the average trade size over the 3-month sample, and %agg trades is the percentage of total trading volume that walked up the book. The
remaining statistics are daily averages over the 3 months: Daily turnover is the total amount of shares traded in euros per trading day, Daily nb trades is the
daily number of trades, Daily nb subm. is the daily number of order submissions, market orders excluded, and Daily nb cancel. is the daily number of order
cancellations. Finally, Price, Spread and Spread, % refer to the average mid-quote, spread and relative spread over the 3 months. The sample ranges from
January 2, 2003 to March 31, 2003.



Table 2: Descriptive statistics for the trade sizes

quantile  mean  std. deviation min max
0.025 996 271 552 1577
0.05 1846 524 1042 3127
0.075 2698 722 1562 4396
0.1 3478 1026 1880 6296
0.125 4111 1163 2012 6896
0.15 4862 1428 2742 8312
0.175 5830 2005 3388 10666
0.2 6704 2486 3698 12851
0.225 7567 2682 3960 13906
0.25 8582 3126 4713 16217
0.275 9755 3880 5234 19125
0.3 10973 4553 5470 20895
0.325 12274 5150 5578 23991
0.35 13522 5679 5886 26424
0.375 14839 6139 6606 28593
0.4 16335 6652 7579 31595
0.425 17828 7021 8520 33260
0.45 19478 7535 9566 34835
0.475 21145 8186 10300 37446
0.5 22857 9130 10837 40854
0.525 24867 10031 11266 45356
0.55 27021 10908 12622 50365
0.575 29552 11923 14184 55451
0.9 97845 36988 50346 176198
0.925 116841 47979 54670 235050
0.95 146515 64124 63703 316026
0.975 203758 87956 91440 441615
0.99 310684 147832 133775 733206
1 3350844 2659970 1016500 13578391

Descriptive statistics for the quantiles of the trade sizes expressed in euros. For the quantile given at the start
of the row, the next columns give the mean, standard deviation, minimum and maximum trade sizes in euros

(on average for the 30 stocks).
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Table 3: Descriptive statistics for the price impacts

mean std. deviation dispersion index

20,000 0.01 0.02 2.81
50,000 0.02 0.03 1.82
100,000  0.03 0.04 1.36
500,000 0.18 0.16 0.87

Descriptive statistics for the price impacts. Each row corresponds to a complete book ask price impact series,
for a hypothetical trade size of 20,000, 50,000, 100,000 and 500,000 euros. The columns read as follows: mean
is the average across the 30 stocks of the mean of the price impact, st.deviation is the average across the 30
stocks of the standard deviation of the price impact, and dispersion index is the average across the 30 stocks
of the dispersion index of the price impact. The dispersion index is the ratio of the standard deviation to the
mean of the series.
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Table 4: Correlations between price impact series

variables avg std min max
PIA 3 — PIA 11 0.66 0.03 0.59 0.72
PIA 3 — PIA 51 0.31  0.05 0.20 0.38
PIA 3 — PIB 3 0.01 0.02 -0.02 0.05
PIA 3 — PIB 11 0.03 0.03 -0.04 0.08
PIA 3 — PIB 51 0.05 0.04 -0.06 0.14

DIFF1 PIA 3 — PIA 11 -0.41 0.05 -0.48 -0.28
DIFF1 PIA 3 — PIA 51 -0.15 0.05 -0.23 -0.07
DIFF1 PIA 3 — PIB 3 0.01 0.01 -0.01 0.05
DIFF1 PIA 3 — PIB 11 0.01 0.02 -0.02 0.05
DIFF1 PIA 3 — PIB 51 0.00 0.01 -0.02 0.04

PIA 11 — PIA 3 0.66 0.03 0.59 0.72
PIA 11 — PIA 51 0.62  0.05 0.48 0.68
PIA 11 — PIB 3 0.03 0.04 -0.03 0.12
PIA 11 — PIB 11 0.09 0.06 -0.07 0.22
PIA 11 — PIB 51 0.14 0.08 -0.08 0.35

DIFF1 PIA 11 — PIA 3 -0.45 0.03 -0.50 -0.38
DIFF1 PIA 11 — PIA 51 -0.29 0.08 -0.43 -0.16
DIFF1 PIA 11 — PIB 3 0.01 0.01 -0.02 0.03
DIFF1 PIA 11 — PIB 11 0.00 0.02 -0.03 0.06
DIFF1 PIA 11 — PIB 51 0.00 0.02 -0.03 0.08

PIA 51 — PIA 3 0.31  0.05 0.20 0.38
PIA 51 — PIA 11 0.62 0.05 0.48 0.68
PIA 51 — PIB 3 0.06 0.04 -0.04 0.12
PIA 51 — PIB 11 0.14 0.07 -0.07 0.29
PIA 51 — PIB 51 0.22 0.10 -0.03 0.62

DIFF1 PIA 51 — PIA 3 -0.22  0.04 -0.27 -0.13
DIFF1 PIA 51 — PIA 11  -0.39 0.06 -0.47 -0.24
DIFF1 PIA 51 — PIB 3 0.01 0.01 -0.02 0.04
DIFF1 PIA 51 — PIB 11 0.00 0.02 -0.04 0.07
DIFF1 PIA 51 — PIB 51 -0.01 0.02 -0.04 0.09

Correlations between the complete price impact series at the bid and ask side. PIA stands for ask price impacts,
PIB stands for bid price impacts. PTA 3 corresponds to an ask price impact for a trade size of 20,000 euros,
PIA 11 100,000 euros, and PIA 51 500,000 euros (the same holds for the bid price impacts PIB 3, PIB 11, PIB
51). DIFF1 means that the variable is differentiated as e.g. DIFF1PIA3 = PIA3:41 — PIA3;. Variables
not differentiated are observed at time t. Awvg is the average correlation across the 30 stocks, Std its standard
deviation, and Min and Max the smallest and largest correlations across the 30 stocks. For example, an entry
reads as follows: the correlation between the ask price impact for a trade size of 20,000 euros (PIA 3) and the
ask price impact for a trade of 100,000 euros (PTA 11) is on average equal to 0.66.
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Table 5: Spread correlation

variable correlation
PIA 20,000 -0.04
PIA 100,000 0.02
PIA 500,000 0.13
PIB 20,000 -0.05
PIB 100,000 0.01
PIB 500,000 0.11
XLM A 20,000 0.86

XLM A 100,000 0.62
XLM A 500,000 0.37
XLM B 20,000 0.85
XLM B 100,000 0.61
XLM B 500,000 0.35

XLM 20,000 0.92
XLM 100,000 0.72
XLM 500,000 0.44

Five-minute contemporaneous correlation between the spread and the variable given in the first column (on
average for the 30 stocks). PIA stands for ask complete price impacts, PIB stands for bid complete price
impacts. XLM A and XLM B are the ask and bid price impacts normalized by the mid-quote, while XLM is
the sum of XLM A and XLM B (i.e. XLM is the volume-weighted spread). The number next to PIA, PIB,
XLM A, XLM B or XLM gives the trade size in euros.
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Table 6: Principal component analysis for the price impacts

Visible price impacts

Ask Bid
Avg Stdvn Min Max Avg Stdv  Min Max
F1 082 002 0.74 0.85 F1 082 003 074 0.85
F2 0.12 0.02 0.10 0.17 F2 013 002 0.10 0.18
F3 0.03 001 0.03 0.05 F3 0.03 0.00 0.03 0.05
F4 0.01 0.00 0.01 0.02 F4 0.01 0.00 0.01 0.02

Complete price impacts

Ask Bid
Avg Stdv Min Max Avg Stdv  Min Max
F1 082 002 0.75 0.85 F1 082 003 074 0.85
F2 0.12 001 0.10 0.16 F2 012 002 0.10 0.18
F3 0.03 0.00 0.03 0.05 F3 0.03 0.00 0.03 0.05
F4 0.01 0.00 0.01 0.02 F4 0.01 000 0.01 0.02

Visible and hidden price impacts

Ask Bid
Avg Stdv  Min Max Avg Stdv  Min Max
F1 050 0.03 042 0.57 F1 049 004 040 0.55
F2 030 0.03 0.25 0.36 F2 031 003 026 0.36
F3 0.09 0.01 0.08 0.11 F3 0.08 0.01 0.07 0.10
F4 005 001 0.04 0.07 F4 0.05 001 0.04 0.08

Bid and ask price impacts

Visible Complete
Avg Stdv  Min Max Avg Stdv  Min Max
F1 047 0.02 043 0.50 F1 046 0.02 043 0.50
F2 035 0.03 029 041 F2 036 003 031 041
F3 0.06 001 0.06 0.09 F3 0.06 001 0.05 0.09
F4 006 001 0.05 0.08 F4 0.06 001 0.05 0.08

Explanatory power for the first 4 principal components in the PCA. The first panel (starting from the top)
reports the explanatory power of a PCA on the visible ask price impacts (left side) and of a PCA on the
visible bid price impacts (right side). F'1 to F'4 refer to the explanatory power for the first to fourth principal
components respectively. The second panel displays similar results except that the PCA is applied to the
complete price impacts. The third panel reports the explanatory powers for a PCA on the visible and hidden
price impacts, and the bottom panel for a PCA on both sides of the book. Awg is the average explanatory
power across the 30 stocks, Std its standard deviation, and Min and Max the smallest and largest explanatory

power across the 30 stocks.
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Table 7: Principal component analysis for the price impact differences

Visible price impacts

Ask Bid
Avg Stdvn Min Max Avg Stdv  Min Max
F1 052 004 0.38 0.58 F1 051 004 0.38 0.58
F2 0.15 001 0.14 0.19 F2 016 001 0.13 0.19
F3 0.08 0.01 0.07 0.11 F3 0.09 001 0.07 0.11
F4 0.05 0.00 0.05 0.07 F4 0.05 0.00 0.05 0.07

Complete price impacts

Ask Bid
Avg Stdv Min Max Avg Stdv  Min Max
F1 054 004 039 0.59 F1 053 004 0.39 0.60
F2 0.16 0.01 0.13 0.19 F2 016 001 0.12 0.19
F3 0.08 0.01 0.07 0.11 F3 0.08 0.01 0.07 0.11
F4 0.05 0.00 0.04 0.07 F4 0.05 000 0.04 0.07

Visible and hidden price impacts

Ask Bid
Avg Stdv  Min Max Avg Stdv  Min Max
F1 034 003 024 0.39 F1 033 003 0.23 040
F2 018 0.03 0.13 0.24 F2 019 003 0.14 0.24
F3 0.11 0.01 0.08 0.13 F3 011 0.01 0.08 0.13
F4 0.06 0.00 0.05 0.07 F4 0.06 001 0.05 0.08

Bid and ask price impacts

Visible Complete
Avg Stdv  Min Max Avg Stdv  Min Max
F1 031 003 0.20 040 F1 031 003 021 040
F2 021 002 0.18 0.25 F2 023 002 0.18 0.26
F3 0.08 0.01 0.07 0.10 F3 0.08 0.01 0.07 0.10
F4 0.08 0.01 0.06 0.09 F4 0.08 001 0.06 0.09

Explanatory power for the first 4 principal components in the PCA. The first panel (starting from the top)
reports the explanatory power of a PCA on the visible ask price impact differences (left side) and of a PCA
on the visible bid price impact differences (right side). F'1 to F'4 refer to the explanatory power for the first
to fourth principal components respectively. The second panel displays similar results except that the PCA is
applied to the complete price impact differences. The third panel reports the explanatory powers for a PCA
on the visible and hidden price impact differences, and the bottom panel for a PCA on both sides of the book.
Awg is the average explanatory power across the 30 stocks, Std its standard deviation, and Min and Max the
smallest and largest explanatory power across the 30 stocks.
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Table 8: Cross-sectional principal component analysis

Factors identified in Section 4.1

Ask Bid
FA1 FA2 FB1 FB2
F1 0.10 0.05 F1  0.08 0.05
F2 0.04 0.04 F2  0.05 0.04
F3 0.04 0.04 F3  0.04 0.04
F4 0.04 0.04 F4  0.04 0.04
Order book liquidity variables
10,000-euro PI  100,000-euro PI Spread Depth
F1 0.04 0.07 F1  0.09 0.03
F2 0.04 0.04 F2 0.04 0.02
F3 0.04 0.04 F3  0.04 0.02
F4 0.04 0.04 F4 0.04 0.02

Explanatory power for the first 4 principal components in the PCA (cross-sectional analysis on the 30 stocks).
The top panel reports the explanatory power of a cross-sectional PCA on the first (FA1 for the ask side and
FB1 for the bid side) and second factors (FA2 and FB2) identified in Section 4.1. F1 to F4 refer to the
explanatory power for the first to fourth principal components respectively. The bottom panel reports the
explanatory power of a cross-sectional PCA on some liquidity variables. 10,000-euro PI (100,000-euro PI)
refers to the complete ask price impacts for a trade size of 10,000 (100,000) euros, Spread to the usual bid-ask
spread in basis points, and Depth to the depth displayed at the best ask price.
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Cholesky Ordering F1A F1B F2A FQB| % own

F1-F2-MQ 513 (ig) (3:(1)) (3}11) (181.;50) (83?50)
I S A
MQ = F1 - F2 ((1):% (éjg) (gii) (gii) (312) ?16.65)
MQ—F2-F1 (gj) (8:2) (gii) ((1):8) (322) (5)1?65)

Table 9: Information shares of visible factors with respect to mid-quote movements (averages
across all stocks) We estimate a structural VAR that includes the mid-quote change and the first two ask
and bid factors as endogenous variables. The factors are obtained from separate PCAs of the ask and bid
side visible price impacts. The sampling frequency is five minutes. The table reports the results of a variance
decomposition of the long-run forecasting error of the mid-quote change. The information shares (in %)
attributable to the first (shift) and second (rotation) factor factor are reported in the columns F1A, F2A (ask
side) and F'1B and F2B (bid side). The column X reports the aggregated information share of all factors. The
information share of the mid-quote innovations is reported in column own. The variance shares are averaged
across all stocks. The numbers in parentheses are cross-sectional standard deviations. The table shows the
results for four alternative orderings for a Cholesky decomposition of the variance covariance matrix of the
residuals of the VAR in standard form. The orderings interchange the position of the mid-quote change (MQ)
and the first and second factors. Within each ordering the ask factors are placed before the bid side factors.
For example the ordering F'1 — F2 — M@ (shift factors before rotation factors before mid-quote change) reads
in detail F1A — F1B — F2A — F2B — MQ.
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Cholesky Ordering F1A F1B F2A F2B | by own

F1=F2=MQ (111;) (i’:(l)) (é:g) (82?) (gé) (920.5

1" quartile F2=F1=MQ (111:2) (i’:g) (8:;1) (8:3) (gé) (920.59)

mRwe-r-m 0h 08 on 00|05 o
MQ = F2-F1 (g:g) (8:2) (8:1) (8:1) <éi§> (908.'55)

F1-F2-M@Q (g::) (i’:g) (8:2) (gé) (22?) (950.62)

e G2 G5 60 weled oo
MQ=FL=F2 5 06 (1) 00|12 (09

MQ-F2-F1 ((1):?1) ((l)ii) (gé) (8:;) (ig) (907.50)

F1-F2-MQ (gii) (ig) (ig) (i;) (17968) (83?'12)

o ey wn gy anlen o)

MQ - F1-F2 (0.2) (0.4) (0.1) (0.3) | (1.0) (0.7)

MQ = F2-Fl (822) (gii) ((1)::1),) ((1):‘3,) (g) (905.%

Fl1-F2-MQ (i?) ((2):2) é:i) (g:g) (17%3(); (825.'24)

4™ quartile F2-F1-MQ (i;) (i’é) (11112) (Z% (16%5% (825-'24)

(least active) MQ = F1—F2 (;g) ((2)22) (82?) (822) (ZZS) ?14.47)
MQ - F2-F1 (8:;) (gii) ((1):;) <§Z§> (;:3) (914.47)

Table 10: Information shares of visible factors with respect to mid-quote movements (trading
activity quartiles) We estimate a structural VAR that includes the mid-quote change and the first two ask
and bid factors as endogenous variables. The factors are obtained from separate PCAs of the ask and bid side
visible price impacts. The table reports the results of a variance decomposition of the long-run forecasting error
of the mid-quote change. The information shares (in %) attributable to the first (shift) and second (rotation)
factor factor are reported in the columns F'1A, F2A (ask side) and F1B and F2B (bid side). The column ¥
reports the aggregated information share of all factors. The information share of the mid-quote innovations
is found in column own. The variance shares are averaged across all stocks within the same trading activity
(measured in trades per day) quartile. The numbers in parentheses are cross-sectional standard deviations. The
table shows the results for four alternative orderings for a Cholesky decomposition of the variance covariance
matrix of the residuals of the VAR in standard form. The orderings interchange the position of the mid-quote
change (M Q) and the first and second factors. Within each ordering the ask factors are placed before the bid
side factors. For example, the ordering F'1 — F2 — M@ (shift factors before rotation factors before mid-quote
change) reads in detail F1A — F1B — F2A — F2B — MQ.
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Quartile Cholesky Ordering F1 F2 F3 F4 | by MQ

33 48 09 1.1 | 101 899
F1-F2-F3-F4A-MQ (1.8) (1.1) (0.6) (0.7) | (41) (2.5)

39 53 05 04 [ 101 89.9

1%t quartile F3—-FA-F1-F2-MQ (22) (1.1) (0.3) (0.4) | (40) (2.5)
(most active) 0.3 1.9 0.1 0.2 24 976
MQ—-F1-F2—-F3—F4 (0.2) (0.6) (0.1) (0.1)| (1.0) (0.4)
02 19 02 01 | 24 976

MQ—-F3—-FA-F1—-F2 (0.2) (0.6) (0.2) (0.1)] (1.0) (0.4)
41 60 06 04 | 11.1 889

F1-F2—-F3-F4A-MQ (35) (2.7) (0.7) (0.3) | (7.2) (4.6)
37 57 08 0.9 [ 111 889

F3—-F4—F1-F2—-MQ (3.7) (29) (0.6) (0.7)| (7.8) (4.6)
06 34 01 01 | 42 958

MQ—-F1-F2—-F3—-F4 (0.2) (1.2) (0.1) (0.1)| (1.6) (1.1)
04 31 03 04 | 42 958

MQ-F3-FA-F1—-F2 (0.2) (1.1) (0.2) (0.3)| (1.8) (1.1)
22 52 20 21 | 115 885

F1-F2-F3-F4-MQ (20) (29) (1.8) (1.8) | (84) (3.4)
1.7 38 27 33 | 11.5 885

F3—-F4—-F1-F2-MQ (1.8) (2.8) (2.0) (1.3) ]| (7.9) (3.4)
08 36 02 05 | 51 949

MQ—-F1-F2—-F3—F4 (04) (1.0) (0.2) (0.3) ]| (2.0) (0.7)
04 24 07 16 | 51 949

MQ-F3-FA-F1—-F2 (0.3) (1.1) (0.4) (0.4)](22) (0.7
26 39 32 56 | 154 846

F1-F2-F3-F4-MQ (1.1) (2.6) (2.1) (3.9) | (9.6) (1.4)
37 31 25 6.1 | 154 846

4™ quartile F3—-FA-F1-F2—-MQ (2.2) (20) (2.1) (3.3)] (9.6) (1.4)
(least active) 1.4 2.9 0.5 1.1 6.0 94.0
MQ—-F1-F2—-F3—-F4 (0.7) (1.5) (0.8) (1.0)| (4.0) (1.3)

06 1.7 1.0 27 | 60 940

MQ-F3—-FA-F1—-F2 (0.5 (1.5) (1.0) (1.8) | (47 (1.3)

274 quartile

374 quartile

Table 11: Incremental informational content of hidden orders We estimate a structural VAR that
includes the mid-quote change and four ask and bid factors. These factors are obtained from separate PCAs
based on data on visible ask and bid side price impacts combined with the incremental price impact brought
about by hidden orders. The table reports the results of a variance decomposition of the long-run forecasting
error of the mid-quote change. The information shares (in %) attributable to the four factors (sum of ask and
bid side) are reported in the columns F'1, F2 F3 and F4. The column X reports the aggregated information
share of all eight factors. The information share of the mid-quote innovations itself is found in column own.
The variance shares are averaged across all stocks within the same trading activity (measured in trades per day)
quartile. The numbers in parentheses are cross-sectional standard deviations. The table shows the results for
four alternative orderings for a Cholesky decomposition of the variance covariance matrix of the residuals of the
VAR in standard form. The orderings interchange the position of the mid-quote change (M Q) and the first two
and the last two factors. Within each ordering the ask factors are placed before the bid side factors. For example
the ordering F1—F2—F3—F4—MQ reads in detail F1A—F1B—F2A—F2B—F3A—F3B—F4A—F4B—MQ.
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Figure 1: Time series paths for v-euros ask price impacts, complete book, BAYER. The first
240 observations at a 5-minute sampling time are plotted (102 observations per trading day).
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Figure 2: Autocorrelograms for v-euros ask price impacts (500 lags), complete book, BAYER.
One trading day has 102 observations.
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Figure 3: Autocorrelograms for v-euros ask price impacts (500 lags) normalized by their TOD
mean and variance, complete book, BAYER. One trading day has 102 observations.

40



Avg price

Avg price

©
(\! T T T T T T T T
o
i 7
~ v
N e .
o
i Ve
ve)
—} — — 9.08 T
ol 10.00 d ~
< --- 14.00 - g
-F | 15.00 e = .
°l — 17.50 P - ~
= 7 -7 )
o e - e
5 7 /'/ L -
© b - ,_,';"
O. B 7 - ’.-;"’ .
© e -/'/. =T
[ 7 e
2 Pt 1
o P
|~
N
O. 1 1 1 1 1 1 1 1
O| 0.0 0.5 1.0 1.5 2.0 2.5 3.0 3.5 4.0 4.5 5.0
Trade size x 10°
©
N T T T T T T T T T
o s
L e ]
g 7
ol s 1
L 7
e}
— — — 9.08 e E
© i 10.00 .~
« ---14.00 P d P
— L | ~ .
5 15.00 _ _
| - 17.50 g _
o e _ ' e
- r J - .. ”--,-" ]
o _ _ . | -
© _ > - . e
or e e -
@] s // '..,,_,'—'"
- - -
o~ -y ",/,—"""’—
or » <--" .
o ~ 7
é"/
~N
O. 1 1 1 1 1 1 1 1 1
C|) 0.0 0.5 1.0 1.5 2.0 2.5 3.0 3.5 4.0 4.5 5.0
Trade size x 10°

Figure 4: Time-of-day seasonality for the ask (top) and bid (bottom) price impacts.
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Visible ask side: weights for the first 2 PC
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Visible bid side: weights for the first 2 PC
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Figure 5: First and second principal components weights for the visible ask side (top of figure) and visible
bid side (bottom of figure) price impacts. Averages for the 30 stocks in our sample. The dotted line are the
confidence bands at 95%.

42



Visible ask side:

weights for the first 2 PC
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Visible bid side: weights for the first 2 PC
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Figure 6: First and second principal components weights for the visible ask side (top of figure) and visible
bid side (bottom of figure) price impact differences. Averages for the 30 stocks in our sample. The dotted line
are the confidence bands at 95%.
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Simulated ask price impacts
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Figure 7: Simulations of the ask side of the book (Bayer stock) when the first and second principal
components are increased (x2, x4) or decreased (x0.5, x0.25). The base scenario is characterized as x1. The
top panel shows the simulations for the first principal component, the bottom panel the simulations for the
second principal components.
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