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1  Introduction

The availability of detailed databases on intra-day activity in stock markets has opened the possibility of econometric investigations on the functioning of such markets. The availability of these data can be attributed to the automatization of stock markets. This recent trend is driven by the willingness to reduce the cost of trading, the globalization of financial markets leading to increased competition between exchanges, and the need for flexibility in trading hours.

In this short paper, we describe the main trading mechanisms that are used on stock markets and the type of data that are available. Then we explain what issues can be addressed with these data, and we review, in a non technical way, a few models that have been recently proposed.

2  Stock markets and intra-day databases

2.1 Market mechanisms in stock exchanges

Price setting and trading in stock exchanges are governed by a set of rules designed to facilitate the buy or sell of stocks. Since the intra-day data used in econometric studies are collected as a by-product of the functioning of the market, it is useful to describe briefly the main mechanisms actually used in stock exchanges. More details can be found in Biais et al. (1997), Domowitz (1993), O'Hara (1995) and Pagano (1998).

There are basically two types of market organizations: price driven markets, and order driven markets.

In a price driven market (also called dealership market, or market maker system), a market maker acts as an intermediary between buyers and sellers. For each stock, there can be a single market maker, like on the New York Stock Exchange (NYSE) -where he is called the specialist-, or several ones, like on the NASDAQ. The market maker (assuming a single one) is the liquidity provider of last resort, since he must post firm quotes: price-quantity combinations at which he is ready to buy (at the bid price) or to sell (at the ask price). The market maker incurs a risk from holding an unwanted inventory position during a certain period. He is compensated for this risk by some advantages: a positive spread (ask price larger than bid price), and informational advantages on the state of the market, compared to the traders.

In an order driven market, there is no market maker. The traders can enter limit orders -to buy (sell) a given quantity at a maximum (minimum) price within a given horizon- or market orders -to buy or to sell a given quantity at the best available price. The limit orders form the order book, which can be managed automatically by a computer to which the orders are dispatched by the traders (who don't have to be present on the market). On this type of market, trades occur when orders can be matched, and the spread amounts to the difference between the smallest limit sell price and the highest limit buy price. Indeed, the traders who enter limit orders provide liquidity to those who enter market orders. The order book is public information (except for the identity of the traders). This system is used in Paris, Brussels, Madrid and many other places, where they have replaced price driven systems in the nineties. 

Another distinction in trading mechanisms is whether trading is continuous or not. In a continuous market, trading can occur at any time, when there is a matching of demand and supply. When a stock is not enough supplied or demanded, continuous trading could induce large price variations, which is to be avoided. For such stocks, a `fixing' occurs at some time of the day, i.e. the price is fixed to match the aggregated demands and supplies (thus mimicking a Walrasian auction). Another feature is whether the market is centralized or not. 

The NYSE is a continuous, centralized, hybrid (price driven and order driven) market system
. There is a market maker, but also an order book, to which traders can enter orders. The specialist has the exclusivity of the information in the order book. The Paris Bourse (and several other European stock exchanges) is a continuous, decentralized, order driven market. The NASDAQ (an electronic market for high-tech companies) is a continuous, decentralized, price driven market. Thus a market that is price driven need not be centralized. On the contrary, an order driven market is typically de facto decentralized.

2.2 Intra-day databases

Databases recording all the information about trading and related elements have become available since the increased automatization of stock markets. The exchanges have to record all the information, if only for safety purposes. A subset of the information is made available at low cost by several exchanges e.g. the identity of the traders is not released) such as the  NYSE and the Paris Bourse.

For example, the TAQ (Trades And Quotes) database provides data on all securities listed on the NYSE and the NASDAQ. Specifically, for each transaction: the date and time (up to the second), the price and the quantity. It also provides the date and time of all quotes posted by the specialist, and its characteristics (bid price and maximum quantity, ask price and maximum quantity). For the IBM stock (one of the most traded stock), there were about 61000 trades and 34000 quotes over the three months period from September to November 1996.

A crucial feature of these data is the fact that the observations are not equally spaced in time like in usual time series (such as the monthly inflation rate). The occurence of an observation is itself the outcome of a random process, so that durations between consecutive events are themselves random. This has motivated the development of new duration models that are adapted to the sequential nature of the data (in contrast to duration models for cross section data). A related motivation for the use of duration models comes from the recent market microstructure literature
 that explicitly considers time as a variable to be modelled. 

3  What do we want to model? And why?

There are many issues of interest that can be adressed using intra-day data. Let us mention a few:

1) How the market activity changes during a day, a week or a month: is there an intra-day seasonal effect (opening, closing, lunch-time effects...)? Is this pattern influenced by the day of the week? By the month of the year? Such effects could concern: trade durations (or frequency of trading), quotes durations (or frequency of quotes revision), price durations and volume durations,
 volatility of returns, spreads, volume…

2) If such `seasonal' effects are accounted for, is there something left to be explained in the data? The answer is positive. For example, there is still volatility clustering in the returns, and systematic variation of the trading activity, during the day. Questions to be looked at are then: what determines these variations? How are different aspects related (quotes and trades features, volatility and liquidity...)?
A large part of the market microstructure literature -see O'Hara (1995)- focuses on the behaviour of the market maker (thus in a price driven market) and the way he determines his bid and ask prices. Other related topics deal with the size of the spread, its evolution during the day, the Bayesian updating behavior of the quotes…
This literature provides a set of predictions for the behaviour of the market maker regarding the way he updates his quotes, increases or decreases the spread and reacts to the trade process.

In `information models' -see Glosten and Milgrom (1985), and Easley and O'Hara (1992)- traders and market makers do not have the same information regarding the value of the security they are trading. Two kinds of traders are trading with the market maker: uninformed traders (or liquidity traders), and informed traders, who have `superior' information on the asset they are trading: they will sell if they know bad news and they will buy if they know good news. 

The market maker does not know if he is dealing with an informed or an uninformed trader. To protect himself, he fixes different bid (buy) and ask (sell) prices: his buy price will be smaller than his sell price. Moreover he should revise his quotes if he suspects that there are informed traders who try and make profit at his expense: quotes durations will decrease, bid and ask prices will increase (good news) or decrease (bad news), and the spread will increase.

In this framework, several variables can be defined to proxy the occurrence of informed trading, so that they are predicted to decrease durations between quotes revisions (see also Easley et al. 1997). For example, a higher than normal trading intensity (number of trades divided by the quotes duration) may be indicative of the arrival of informed traders or of the release of news, which should decrease the next quotes durations. A similar effect is expected for a higher than normal average volume, and for the spread. Such hypotheses are testable. For the IBM stock at NYSE (Sept.-Nov. 1996), using an econometric model for the quoted-price durations Bauwens and Giot (1997) have found the predicted effects to be statistically significant at usual levels. A doubling of the trading intensity (average volume) reduces the next expected duration by 7.2% (3.2% respectively), and an increase of $1/8 of the spread reduces the next expected duration by 2%.

4  Review of duration models for intra-day data

Two motivations lie behind the focus on duration models for the trades and the quotes processes:

1) A statistical motivation: even if one is not interested primarily in durations, but in another feature (e.g. volatility, returns, volume...), the irregular spacing of the observations must be taken into account. The duration models can be viewed in the framework of a marked point process (xi,yi), where xi is the duration between two events, and yi is a vector of marks, i.e. (observed or latent) variables at the end of duration xi, such as volatility, price, volume...

2) A theoretical motivation, from the microstructure literature already mentioned. If one is interested in the volatility and the liquidity of the market, the durations are informative by themselves. Price durations
 are informative about the intra-day volatility (the shorter the price duration, the higher the volatility). It is possible to measure the intra-day volatility implied by price durations (see Engle and Russell 1998a). Volume durations are informative about the liquidity of the market: the shorter the volume duration, the more liquid the market.

Existing models can be classified into two categories:

A) Models for the duration (xi) given the past history of the process

They can be written as a stochastic function of the past durations and marks (but the past marks are not necessarily taken into account). These models should at least capture the salient properties of the data, which are clustering and usually overdispersion (standard deviation larger than mean). Indeed intra-day durations typically have an autocorrelation function that starts at a low value (between 0.1 and 0.3) and decreases slowly. Moreover, except for volume durations, their standard deviation exceeds their mean (which is called overdispersion, by reference to the exponential distribution that has a mean equal to the standard deviation).

Possible uses of these models are: i) to predict the time of occurrence of the next event (transaction, quotes announcement, price change of a given amount...), using the information available up to the last event; ii) to test microstructure theory predictions (as illustrated above); iii) to construct the implied intra-day volatility (from price durations).

The are different classes of models of this kind: Autoregressive Conditional Duration (ACD) models (Engle and Russell 1998a, Bauwens and Giot 1997), which have one innovation (they have the same inspiration as ARCH models), and models with two innovations: the Stochastic Volatility Duration model of Ghysels et al. (1997) and the Stochastic Conditional Duration model of Bauwens and Veredas (1999).

B) Models for marks (yi) and the duration (xi) given the past

B.1. The ACD-GARCH model (Engle 1996) is built as  

- a conditional model (of GARCH type) for yi given xi and the past, where yi is price and volatility of a stock, and 

- a marginal ACD-type model for xi (duration between two transactions) given the past.

Possible uses of these models are: i) to predict the next volatility by predicting first the next duration; ii) to test if and how the duration affects the current volatility in the GARCH part; iii) to test a possible feedback effect of yi-1 on xi (does lagged volatility influence the next duration? See also Ghysels and Jasiak (1997) and Grammig and Wellner (1999).

B.2. The asymmetric Log-ACD model of Bauwens and Giot (1998) is a joint model for 

- xi, the price duration between two bid/ask quotes, and 

- yi, a binary variable corresponding to the direction of the mid bid/ask price change between the beginning and the end of duration xi, 

given the past durations, directions of price change and other information (corresponding to microstructure effects). Compared to the simple ACD model, the dynamics of the durations differ according to whether the duration ends up by a price increase or by a price decrease (hence the `asymmetric' aspect).

Possible uses of this model are: i) to predict the next duration using the information available up to time ti including the direction of the previous price change; ii) to compute the probability of a price increase (or decrease) at the time of the last quotes announcement, given the past information.

Two other models that bear jointly on durations and prices are provided by Darolles et al. (1998) and Engle and Russell (1998b).

Other models are conceivable, depending on the definition of xi (quotes, price or volume durations…)and yi, and the type of model (joint, conditional, marginal).

5 Conclusion

Econometrics of high-frequency data on stock markets is a promising field of research, relevant for the empirical study of trading and price formation in financial markets. It is still far from maturity. Implications for the `real' world have still to be developed.
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� The specialist is in charge of monitoring the order book.


� The microstructure literature deals with the behaviour of agents in a market with specific trading rules.


� A price (resp. volume) duration is the minimum time required to observe a price change at least equal to a given amount (resp. a traded volume at least equal to a given amount).


� The construction of price (or volume) durations is called thinning. Remark that thinning is also useful to measure sensibly the state of the market, e.g. there are often too few trades per quotes duration.


� Meaning that it takes less time to sell or to buy a given quantity.
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